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ABSTRACT 

The intensity of earthquake strong-motion is greatest in the near-fault region, which is of immense 
practical importance. The intensity varies however with the relative position of the observer to the 
earthquake fault plane and the source process, as defined by the localized shear-strength of the rock 
material, timing of slip, rise time of slip and the extent of slip along the length and width of the fault. 
In this study we use the kinematic modeling approach on the basis of the discrete wavenumber 
method, along with the reflection and transmission coefficient method for wave propagation through 
layered medium to simulate the long-period ground motions during the 29 May 2008 Mw6.3 Ölfus 
earthquake in South Iceland. We intend simulate the earthquake ground motions at a large number of 
points in the near-fault region in order to obtain an overview of the spatial and temporal distribution of 
strong-motion intensity on the surface. However, this task requires very long computation time. In this 
study we show the results of the initiation of our efforts to increase the computational efficiency of the 
simulation, by focusing on adapting the simulation codes to modern computational platforms to run 
serially and in parallel, respectively, by profiling the code, investigating the scalability of the 
parallelization, and estimating the computational scope.  
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INTRODUCTION 

The South Iceland Seismic Zone (SISZ) in the lowlands of South Iceland and the Tjörnes Fracture 
Zone (TFZ) in North Iceland are the regions in Iceland where earthquake hazard is the highest 
i.e.,where the probability of earthquake ground motions exceeds a certain level. The potential of the 
SISZ has been well documented in the historical catalogue and strong earthquakes occurred there for 
which high-quality strong-motion (acceleration) data exist (Ambraseys and Sigbjörnsson 2000). The 
three most recent strong earthquakes in Iceland all took place in the SISZ: the 17 June 2000 𝑀!6.5 
Holt earthquake, the 21 June 2000 𝑀!6.4 Hestfjall earthquake, and the 29 May 2008 𝑀!6.3 Ölfus 
earthquake. Complete time histories of their ground accelerations were recorded in both the near-fault 
and far-fault region by the Icelandic Strong-motion Network (IceSMN) (Halldorsson et al. 2007; 
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Sigbjörnsson et al. 2009). Moreover, the Ölfus earthquake was recorded on the ICEARRAY I, a dense, 
small-aperture accelerometric array in the town of Hveragerði, South Iceland (Halldorsson et al. 2009; 
Halldorsson and Sigbjörnsson 2009). While all show similar ground motion characteristics, the Ölfus 
earthquake is particular because it occurred on two parallel and adjacent north-south trending faults 
that ruptured within seconds of one another (Halldorsson et al. 2010a; Halldorsson et al. 2010b). The 
coseismic displacement trajectories have been estimated via new strong-motion data processing 
techniques that preserve the permanent tectonic offset associated with the earthquake (Chanerley et al. 
2009; Chanerley and Alexander 2010; Halldorsson et al. 2010b). The trajectories are dramatically 
different at the recording sites west of the causative faults compared to east of the faults. It is therefore 
important to understand better the interplay between the rupture process on the two faults. For this 
purpose, it is useful to simulate the earthquake strong-motion in the near-fault region as a function of 
time and compare with the coseismic displacements derived from data. Subsequently, it facilitates the 
understanding of the earthquake action in the near-fault region to simulate the two-dimensional 
wavefield. However, the simulation is an intensive computational task where the adaptation and the 
optimization to the cluster environment are important factors, for fast and efficient results. This study 
represent the initiation of our efforts, quantifying the temporal characteristics of the source processes 
of the Ölfus earthquake in 2008, reducing the computational time, and estimating the dimension of the 
simulation, with regard to the properties of each scenario and the number of processors. 

EARTHQUAKE SOURCE MODELS 

The earthquake source models used in this study are those of the 15 October 1979 Mw6.5 Imperial 
Valley earthquake (Archuleta 1984; see also Mavroeidis and Papageorgiou 2010) which is used as the 
benchmarke source model in this study, and that of the 29 May 2008 Mw6.3 Ölfus earthquake in South 
Iceland (Decriem et al. 2010). The Imperial Valley earthquake was a predominantly right-lateral 
strike-slip earthquake. While many researchers have inferred the spatial and temporal characteristics 
of the Imperial Valley earthquake using either trial-and-error forward modeling of the recorded strong-
motion data, inversion of strong-motion data, or joint inversion of teleseismic and strong-motion data, 
we use the source model proposed by Archuleta (1984) (omitting the contribution of the Brawley 
fault) (see in Mavroeidis and Papageorgiou 2010).  
 
On the other hand, few researchers have inferred the earthquake source model of the Ölfus earthquake, 
and only using geodetic data with relatively low sample rate (1 Hz GPS data) (Hreinsdóttir et al. 2009; 
Decriem et al. 2010). Thus, only the static slip distribution is proposed by these authors, and the 
resulting models differ somewhat in both the locations of maximum slip and their amplitude. Both 
studies however model the earthquake as occurring on two adjacent but separate parallel, near-vertical, 
right-lateral strike-slip faults (see Figure 1, and Figure 2). We note however that such models can only 
serve as a starting point for comparison with strong-motion data due to the disparity between the 
sampling frequencies of geodetic (𝑓!  0.7 or 1.0 Hz) vs. accelerometric instruments (𝑓!  200 Hz). We 
also note the apparent lack of constraint on source parameters of strong-earthquakes even when 
recorded by a relatively large number of both geodetic and strong-motion instruments, when inverting 
for the source parameters (e.g., Custódio et al. 2005; Monelli et al. 2009). The few strong-motion 
stations in the near-fault region of the earthquake source (at least relative to the Imperial Valley 
earthquake) hamper somewhat the estimation of the temporal characteristics of the earthquake source. 
Instead, we postulate the temporal characteristics of slip on each of the fault planes, respectively, and 
use forward modelling by trial-and-error. In our approach we are encouraged by the work of other 
authors that have advocated forward modelling to facilitate physical understanding of the earthquake 
source and recorded strong motions (e.g., Archuleta 1984). A first estimate of the temporal 
characteristics indicate that the two parallel faults ruptured within 2 seconds of one another 
(Halldorsson et al. 2010b).  
 
The causative fault for each earthquake is discretized into rectangular subfaults and the seismic waves 
that radiate from each subfault are synthesized using the discrete wavenumber method (Bouchon 
1979) and by propagating the waves through the layered half-space using the generalized reflection 
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and transmission coefficient method (Luco and Apsel 1983; Apsel and Luco 1983). The benchmark in 
our study is the 15 October 1979 Mw6.5 Imperial Valley earthquake and all efforts in reducing the 
computational time of the code were evaluated by running the code on the source model of the IV79 
(Archuleta 1984; see also Mavroeidis and Papageorgiou 2010).  

COMPUTATIONAL EFFICIENCY 

Parallelization 

The prime motivation for the current study is the intense computational effort required for simulating 
the earthquake ground motion. For this reason much of the effort has been focused on adapting the 
simulation codes to modern computational platforms to run serially and in parallel, respectively. Over 
the years, most of the tools for programming have been designed with the focus on serial computing. 
Consequently, the models for parallel real-world problems have been serialized, i.e. the programming 
approach has generally focused on single processor platform. The effort to reduce runtime and 
improve prediction accuracy in the results, has targeted increasing the clock rate, along with enlarging 
the amounts of cache memory and RAM. The main obstacles in building faster serial processor are: 
limits to transmission speed through the hardware, limits in the miniaturization of processor 
technology, limits due to economic issues designing a faster processor and the requirement to solve 
larger problems. These limitations make parallelization a feasible option. A parallelization of 
computational tasks can be divided into two basic categories, a functional parallelism and data 

 
Figure 1. The Ölfus earthquake of 29 May 2008 in South Iceland. The map indicates the macro-seismic area of the Ölfus 
earthquake which occurred on two separate but parallel north-south trending faults (red dashed lines) as outlined by the 

extent of aftershock activity. Of the two towns Selfoss and Hveragerdi closest to the earthquake faults, the town of 
Hveragerdi suffered the largest earthquake ground motion during the earthquake. The ICEARRAY stations in Hveragerdi 
are shown by black dots and a triangle (triangles denote stations of the Icelandic Strong-motion network). The small map 
inset at top left shows a close-up of Hveragerdi with the street-layout of the town shown as gray lines. For reference, the 

small map inset at bottom left shows Iceland in reference to the present-day Mid-Atlantic Ridge extensional plate 
boundary (gray line) between the North American and Eurasian tectonic plates, respectively. Major transform zones are 

indicated with black dashed lines. The earthquake occurred in the Ölfus district, marked with the solid red rectangle within 
the SISZ 
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parallelism. In the functional parallelism the focus is on how the computation issues are divided 
between the parallel tasks while in the data parallelism the focus is on how to decompose the data 
between the tasks. Another important factor is the need for communication between tasks after the 
decomposition. If there is no communication or very little, between the tasks, the problem can be 
classified as an embarrassingly parallel problem because of the simplicity in parallelizing it. On the 

(a) 

 
(b)

 

Figure 2. (a) A static slip distribution and fault configuration for the 1979 Imperial Valley earthquake which serves as a 
benchmark for both simulation purposes and computational efficiency efforts. (b) A static slip distribution and fault 
configuration for the 29 May 2008 Ölfus earthquake (based on Decriem et al., 2010) for validating with acceleration 

records. 
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other hand if the tasks need to share data with each other the communication will be more complicated 
and issues, like network bandwidth, latency and synchronization, need to be considered and will 
increase the execution time. 

Investigation of the simulation codes revealed that the computational problem in our study 
could be categorized as a data parallelization task, classified as an embarrassingly parallel, problem 
because of virtually no dependency or communication between the parallel tasks. Thus it can be 
included that our computational task is suitable for parallelization, both in High Performance 
Computing (HPC) and High Throughput Computing (HTC) environments, where HPC is the 
computing paradigm that focuses on the efficient execution of a large number of tightly-coupled 
parallel tasks while HTC focuses on the efficient execution of a large number of loosely-coupled tasks. 

 
Profiling 

We began our analysis by the profiling and optimizing of the serial version of the simulation codes. In 
HPC the most valuable resource is the runtime, therefore a common profiling strategy is to identify the 
hot spots in the program, to be able to optimize the parts of the program where the dominant fraction 
of runtime is spent. To identify the hot spots in the codes we used gprof profiling tool (Graham et al. 
1982) from the GNU binutils package. Table 1 shows the result from the profiling process. It shows 
that the most time-consuming functions are mtpmt and mtpmt1. They implement matrix multiplication 
for complex arithmetic. In matrix multiplication the index order in nested loops can affect the 
performance of calculation considerably. Hence, a replacement of the loops performing the 
calculations, with the intrinsic procedure MATMUL in Fortran language, decreases the time 
significantly as we can see in Table 2. Figure 3(a) depicts the runtime of the code compiled with 
various optimization options. An interesting point is the impact of different optimization on the 
runtime of the codes. Because the sizes of the matrices, being multiplied, are small and fixed (2×2 to 
6×6), the compiler can optimize the nested loops in the original version more efficiently, e.g. by 
applying loop unrolling or rearranging how the matrix will be access. On the other hand the compiler 
has less chance to optimizing the MATMUL procedure because the procedure is a part of the intrinsic 
library in Fortran. This clarifies the time difference when the code is compiled with different 
optimization options, see Figure 3(a). In Figure 3(b) we can see a comparison of the serial and parallel 
version confirming that the version with the nested loops, compiled with O3 options, gives the best 
timing for both cases. 
 
Scalability 

Table 1 Flat profile for original version. 

time (%) cumulative (sec) self (sec) calls self (ms/call) total (ms/call) name 
52.94 132.71 132.71 62423040 0.00 0.00 mtpmt_ 
7.62 151.81 19.10 46817280 0.00 0.00 mtpmt1 
3.84 161.44 9.63    zgemv_ 
3.21 169.48 8.04    ztrti2_ 
3.05 177.13 7.66    zgetf2_ 
3.02 184.71 7.58    ztrmv_ 
2.66 191.37 6.66    ilaenv_ 
2.65 198.03 6.66 3901440 0.00 0.00 mtrxe_ 

 
Table 2 Flat profile for MATMUL version. 

time (%) cumulative (sec) self (sec) calls self (ms/call) total (ms/call) name 
9.73 10.70 10.70    zgemv_ 
8.10 19.61 8.91    ztrti2_ 
7.69 28.07 8.46    ztrmv_ 
6.94 35.70 7.63    zgetf2_ 
6.52 42.87 7.17 3901440 0.00 0.00 mtrxe_ 
6.41 49.92 7.05    ilaenv_ 
5.62 56.11 6.19 62423040 0.00 0.00 mtpmt_ 
5.36 62.00 5.89    zgeru_ 
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The scalability of parallelization specifies the speedup you can expect, by adding processors to solve 
the problem in parallel. However, the speedup in parallel computing is limited and dependent on the 
division between the serial fraction and the parallel fraction, see Figure 4(a). To analyze the scalability 
we ran benchmarks in a cluster environment providing 42 compute nodes, containing an Intel(R) 
Dual-Core Xeon(TM) CPU 2.80GHz processor with 4 GB memory (http://hpc.hi.is/). This type of 
processor has two physical cores, using Hyper-Threading Technology (Precomputation) to make a 
single physical processor appear as two logical processors. Therefore the maximum speedup will be 
2.6 instead of 4 on each node.  

An analysis of the serial version discovered that the serial part is minor in the total execution 
time, giving us a speedup which is almost linearly, see Figure 4(a). Our measurements confirm this 
result with small deviation as Figure 4(b) illustrates. Because the operating system is constantly 
monitoring and responding to the environment the main reason for the deviation can be explained that 
the resources on the compute nodes are not fully dedicated to the problem all the time. 

 
Computational scope 

An estimate of the scope of computation for a specific scenario has mainly two purposes. The first is 
to evaluate the total runtime and the second is to optimize the choice of the allocated cores and the 
parameters for a specific scenario. Our research determined that the dominant part of the computation 

  
(a) (b) 

Figure 4. (a) Runtime comparison of the serial version implementing calculations with nested loops (Original) and 
MATMUL procedure. (b) Comparison of different optimization options for serial and parallel versions implementing 

calculations with nested loops (Original) and MATMUL procedure.. 

 

  
(a) (b) 

Figure 3. (a) Amdahl’s law for different number of cores and different parallel percentage (PP). (b) Comparison of the 
measurements and the maximum speedup. 
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is in the calculation for the sub-faults. The average iteration time for the calculation of a single sub-
fault was found by running the serial version of the simulation code on numbers of cores where each 
core calculated one frequency step. Figure 5(a) depicts the measurements and a linear model based on 
the measurements. The model can be described with following equation. 

𝑇! 𝑛 = 22.6066 + 3.5608𝑒!! − 37.238𝑛𝑒!! (1) 

where 𝑛 is the number of allocated cores denoting the computational factor. The increase of the 
iteration time showing in Figure 5(a) can be explained by shared resources that only exist once but are 
needed by all cores that cause longer execution time.  

To estimate the computing time of an earthquake scenario, we need to formulate an equation 
containing two factors, the problem domain factor describing the scope of the scenario and the 
computational factor describing the computation cluster environment. Combining these factors gives 
us the following equation 

𝑇(𝑛) = 𝑁!×𝑁!×
𝑇!(𝑛)
𝑛

 (2) 

where 𝑁! is the number of sub-faults and 𝑁! is the number of frequency steps denoting the problem 
domain factor and where 𝑇! is the computation time for each sub-fault. To verify equation (2) we 
measured the total runtime on different numbers of cores. The results are shown in Figure 5(b) and tell 
us that the equation is giving us an acceptable indication of how long time a specific scenario takes. 
To see the evolution of increasing the number of cores we plotted equation (2) as Figure 6 illustrates. 
It shows how dramatically the time drops for the first 64 cores and gives little to the overall 
performance after that. However, we must take into account the resolution of the y-axis when we 
estimate the benefit of additional cores for the scenario. Our main conclusion is that serial and the 
parallelization of serial scientific codes needs to be considered with the limitation of parallel execution 
in mind and in order to get efficient and productive results. 

RESULTS AND DISCUSSION 

The results from the first simulation are depicted in Figure 7a and b. Because the earthquake occurred 
on two parallel and adjacent faults, the values of the model parameters for each fault were combined 
and defined as one fault in the simulation. The comparison of the recorded and the synthetic motions 
shows an acceptable agreement between synthetics and data. Some differences are also observed. For 
example associated with the pulse amplitude, its pulse period and the rise time. Once the forward 
modeling results in an acceptable fit to the estimated displacements at the recording stations, the full 
wavefield may be simulated. Such results may serve to facilitate our understanding of the earthquake 

  
(a) (b) 

Figure 5. (a) Linear model with nonpolynomial terms based on average iteration time for frequency step. (b) 
Comparison of the linear model described in equation 2 and parallel version. 
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source properties as they relate to the surface ground motions, and highlight areas of relatively high 
ground motion levels. 
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(a) (b) 

Figure 7. Synthetic ground motions (black trace) fitted to recorded ground motions (red trace) (a) Station IS112 in the town 
of Selfoss. (b) Station IS113 in the town of Hveragerdi (see Figure 1). 

 


